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ABSTRACT

Image registration is a key algorithmic component to statistical analysis and machine learning in medical image processing. However, due
to variability of shape and appearance of complex structures in images algorithms may reach different local minima more or less close
to the optimal solution without proper initialization. Today, an affine
transformation is commonly used as inititalization to mitigate these
issues. Affine initialization may recover global, translation, orientation and scale but may be insufficient in regions where local deformation is required. A novel and fairly sophisticated method of obtaining initialization is the Parts+Geometry Model (PGM). In this thesis
we extend the work of Zhang et al. on 2D Parts+Geometry Models
to 3D images. A Parts+Geometry learns the spatial relationship between anatomical landmarks in images to constrain a local deformation model and find a sparse set of corresponding landmarks in consistent geometric configurations. The proposed method is compared
to affine initialization and the effect on groupwise non-rigid registration on several medical data sets of varying difficulties. However, the
proposed method improved registration in only a few cases and more
development is needed for the algorithm to be generally applicable.

RESUME (DANISH ABSTRACT)

Billedregistrering er nødvendig for at sammenligne information fra
forskellige medicinske billeder. Store forskelle mellem strukturer, organer og væv forekommer problematiserer proceduren og kan medføre forfejlet registrering. I dag anvendes ofte lineære transformationer, som et foreløbigt skridt, for at bedre at tilpasse objekter til
forskellige i billeder inden den egentlige registreingsprocess. Lineære
transformationer transformere hele billedet på én gang og kan derfor ikke kompensere for flere objekter i samme billede på samme
tid. Til dette formål er parts+geometry paradigmet for nyligt blevet
fremlagt af Zhang et al. til anvendelse på 2D billeder. Metoden lærer
hvordan strukturer i billeder ligger i forhold til hinanden, og bruger
denne information til at finde et sæt af punktvise korrespondencer
mellem billeder. I denne opgave udvides metoden til 3D billeder.
Vores metode sammenlignes med den standard lineære algoritme
på flere datasæt af varierende sværhedsgrad. Desværre forbedrer 3D
parts+geometry metoden kun registreringsresultatet i få tilfælde og
metoden skal udvikles videre for at kunne regnes for anvendelig.
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Whenever I don’t know how to do something I just
write the interface for it and pass it to a student.
— Tim Cootes
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Part I
M E D I C A L I M A G E R E G I S T R AT I O N
Image registration is a key algorithmic component to statistical analysis and machine learning in medical image
processing. However, obtaining anatomical correspondence
across images with large pose differences and/or similar
substructures requires careful initialization. Part I gives an
overview of existing methods and highlights significant
challenges often encountered in clinical environments. The
part is concluded with a thorough treatment of 2D Parts+Geometry
models of Zhang et al. on which this thesis is based.

1

INTRODUCTION

In the past two decades radiological sciences have witnessed a revolutionary progress in computer assisted-diagnosis (CAD). The continuing developments of imaging methods has inspired new computerized methods for image reconstruction, processing and analysis
of medical images that facilitate non-invasive assessment of in-vivo
pathologies.
Naturally, there is a widespread interest in relating information in
different images for diagnosis and treatment [46]. Image registration
is inevitable whenever images acquired from different subjects, at different time points or from different scanners need to be combined or
compared for analysis or visualization. Image registration is therefore
a prerequisite for a wide range of medical image analysis tasks including automatic delineation and measurement of healthy anatomy and
anomalies, model-based statistical analysis of biomarkers for monitoring disease progression and semantic navigation and visualization.
The registration goal - transforming images into a common coordinate system so corresponding pixels represent homologous biological points - is reached by specifying a mathematical model of image
transformations and then determining model parameters of the desired alignment. The parameters of the model provide the space of
possible solutions and reduces the registration procedure to an optimization problem. Registration techniques undergo continuous development and has been an active research topic in the past decade.
Example from the literature include automatic construction of active
appearance models (AAMs) [9] and active shape models (ASMs) [11],
neuroanatomical and functional analysis [29], automatic segmentation [60], motion correction of functional Magnetic Resonance Imaging (fMRI) data [72] etc. The literature is extensive and many methods work well in controlled environments, see [86, 85, 10, 19, 55, 72]
to mention just a few.
However, difficult data sets are sometimes encountered in clinical
practice. Without proper initialization algorithms may reach different local minima more or less close to the optimal solution. This
may be due to pathology, variability of shape and appearance of
complex structures, inter- and intra- subject pose differences and/or
self-similar substructures. A preliminary initialization step is usually
applied to mitigate the problem of local minima in the optimization
process.
Today, an affine transformation is commonly used as initialization.
Affine initialization may recover global, translation, orientation and
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scale but may be insufficient in regions where local deformation is
required. This is illustrated in figure 1 where a sub-optimal solution
is found because the initialization algorithm ends up in a local minima. In figure 1(d) the Dice Similarity Coefficient (DSC) is 0.33 for
the small spheres. In 1(e) the alignment of outer spheres outweighs
the cost of mis-alignment of small spheres which cause them to settle
in suboptimal positions. In 1(f) the groupwise non-rigid registration
algorithm subsequently applied [55] obtains a DSC of 0.46 ± 0.3 and
fails to recover the global optimum due to bad initialization (DSC is
defined on the range [0, 1] with 1 being complete overlap, see section
4.3 for details). This is a general problem on difficult data sets and
motivates an automatic method of obtaining robust non-rigid initialization across groups of images.
A novel and fairly sophisticated method of obtaining initialization
- of which this thesis is dedicated to - is the Parts+Geometry Model
(PGM) [106]. A PGM learns the spatial relationship between anatomical landmarks in images to constrain a local deformation model and
find a sparse set of corresponding landmarks in consistent geometric
configurations. This paradigm has been shown to significantly outperform standard affine initialization on three challenging data sets
in 2D, in all likelyhood due to the ability to deal with self-similar
parts in complex arrangements. In this work we aim to extend PGMs
from 2D to 3D which may potentially provide robust initialization to
3D images where the standard affine approach is inadequate. Robust
initialization will then be available to data acquired by 3D imaging
systems such as Magneric Resonance (MR) and Computed Tomography (CT).
The remainder of the chapter presents an overview of the structure
of the thesis, the proposed method and results. Details are left for
relevant chapters.
1.1

objectives

This thesis deals with a core problem within medical image analysis,
namely obtaining robust anatomical correspondence across groups of
images. In this work we aim to establish an initial deformation field
on ill-posed data sets so that dense correspondence can be subsequently obtained using off-the-shelf algorithms. Specifically, we wish
to derive a Parts+Geometry method in 3D for initializing groupwise
non-rigid registration methods. The method should be fully automatic. The following main objectives are set forth,
(i) Design a generic extension to 3D.
(ii) Evaluate the 3D Parts+Geometry method on several medical
data sets.

1.2 overview of the proposed method

(a)

(b)

(c)

(d)

(e)

(f)

Figure 1: Schematic depiction of the local minima problem in image registration. (a)-(c) shows three synthetic images each consisting of three
smaller spheres at different positions relative to a larger, bounding
sphere. (d) is the mean image of (a)-(c). (e) is the mean image after affine initialization. (f) is the mean image after multi-resolution
groupwise non-rigid registration of images in (e) . The groupwise
registration is clearly susceptible to the local minima in which the
affine initialization was trapped.

It is emphasized that perfect correspondences are not sought - just
enough good ones to sufficiently align images for subsequent volumetric registration.
1.2

overview of the proposed method

A part+geometry model represent an object by an undirected graph.
The vertices are defined by their positions and associated neighborhood descriptors (parts). The edges are defined by a set of arcs that
describes the pairwise geometric relationship between vertices (geometry). 3D parts+geometry models are constructed to estimate a
sparse set of groupwise correspondences. The method is inspired
by the 2D PGM approach of Zhang et al. that more or less solves
the groupwise initialization problem in 2D. However, the problem is
more ill-posed in three dimensions because extra degrees of freedom
introduces a higher-dimensional solution space which significantly
complicates the model building- and fitting process. The key ideas of
Zhang et al. extends naturally to 3D although the extra degrees of
freedom and computational complexity dictate alternate approaches
in some areas.
To obtain the desired initial deformation field in 3D the following
steps are performed.
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(i) A pool of distinctive anatomical keypoints are automatically located on a reference image using a scale-space approach. Each
keypoint is defined by a pose (position, scale and orientation)
and a signature that encodes local neighborhood appearance.
Spin images are used for this purpose since they are rotationally
invariant with respect to local geometry which addresses some
of the extra degrees of freedom in 3D.
(ii) A genetic algorithm searches the combinatorial space of keypoints. For each combination, a Parts+Geometry Model is bootstrapped on a reference image and used to search for match
candidates across the image set. A new Parts+Geometry Model
is build from the best matches on the other images and used to
estimate the correspondences across the other images.
(iii) Models are ranked by a groupwise image similarity measure
and the best model is used to estimate final correspondences.
1.3

contributions

This thesis describes a complete system for constructing 3D parts+geometry
models. Specifically, the contributions include
(i) A algorithm for unsupervised learning of parts+geometry models in 3D.
(ii) Application of the proposed system to a wide range of data sets
of varying difficulty.
Our implementation of 3D parts+geometry models improves registration in a few cases but fails to recover useful information in the
majority of experiments. In its current form, initialization with 3D
PGMs should be applied with caution.
1.4

experimental design

The performance of the proposed system is demonstrated on 6 medical data sets of various difficulties.
(i) T1-weighted MRIs of the head from 18 healthy subjects. Evaluated using manual segmentations of white matter, grey matter
and the brain stem.
(ii) T2-weighted MRIs of the knees from 11 healthy subjects. Evaluated using manual segmentations of femur and tibia.
(iii) T1-weighted MRIs of the heel pads from 7 healthy subjects. Evaluated using manual segmentations of cuboid and calcaneus.

1.5 outline of thesis

(iv) CT images of wrists from 24 healthy subjects. Evaluated using segmentations of ulna, radius, lunate, scaphoid, triquetrum,
pisiform, trapezium, trapezoid, capitate and hamate bones.
(v) T1-weighted MRIs of the hands from 11 healthy subjects. Evaluated using manual segmentations of the second, third and
fourth metacarpal.
(vi) T2-weighted MRIs of the knees from 50 subjects with varying
degrees of Osteoarthritis (OA). Evaluated using manual segmentations of knee articular cartilage.
An extensive test suite was developed to evaluate the performance
of the proposed method. All of the datasets above and associated
manual segmentations are registered and the DSC is used to compare
affine-, groupwise- and PGM registration and various combinations
thereof. Further, models of anatomical variability are built from original data and used to generate synthetic images with user-defined
levels of random anatomical variations. This facilitates evaluation of
registration performance in extreme cases.
1.5

outline of thesis

The thesis is structured into four chapters.
Chapter I: Introduction (this chapter) outlines motivation, the proposed
method and thesis.
Chapter II: Literature Review introduces previous work on image registration and parts+geometry models. This chapter also outlines
series of papers on 2D Parts+Geometry models by Zhang et al.
on which this thesis is based.
Chapter III: 3D Parts+Geometry Models introduces the main contributions of this work, namely extending 2D PGMs into the 3D domain.
Chapter IV: Experimental Design outlines the experiments, noise model
and libraries used for affine- and groupwise registration.
Chapter V: Discussion and Conclusion evaluates the performance of 3D
PGMs on several data sets.
1.6

mathematical notation

To ease reading and understanding the notation used in this work is
enumerated below.
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Vectors are column vectors and typeset in non-italic lowercase boldface. Inline vectors use commas to seperate elements,
v = [a, b, c, d]T
Vector functions are typeset in non-italic lowercase boldface,
f(v) = v + v
Special functions such as a part+geometry model or a cost function is
typeset in calligraphic font, e.g. G and C.
Matrices are typeset in non-italic boldface capitals,
"
#
a b
M=
c d
The dot-product operator is typeset as,
X
a·b =
ai bi
i

Sets are typeset as,
{α β γ} ∈ {S}
Unit vectors are typset as,
1 = [1, . . . , 1]T
An image is defined on the d-dimensional discrete domain Ωd whose
pixel values exist as Dirac delta functions located at the pixel
centre,

I : x ∈ Ωd × 7→ R+

(1)

where x denotes a position on the grid and I(x) denotes a value
of image I at position x. The image origin is associated with
the coordinates of the first pixel in the image (see 2a). A voxel
(volume element) is the three dimensional generalization of a
pixel and is considered to be the cubic region surrounding the
centre holding the data value (see figure 2b).

1.6 mathematical notation
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hx

hy

Linear Interpolation region
Delaunay region

hx
hy

Pixel Coverage
Voronoi region
Voxel coordinate

(x0 , y0 )
(a) Schematic depiction of the geometrical
concepts associated with an image grid.
In this example the image size is 7 × 6,
origin is located in (x0 , y0 ) and physical spacing between voxels is hx and
hy usually measured in units of millimetres.

Image origin
(b) Schematic depiction of the geometrical concepts associated with a
voxel.

Figure 2: Schematic depiction of geometrical definitions associated with an
image grid and its voxels adopted in this work. Sketches adapted
from the ITK software guide [47].

2

L I T E R AT U R E R E V I E W

2.1

image registration

Image registration is a common but difficult problem in medical image processing. Numerous issues associated with image acquisition
may complicate the task: Position of subjects in scanners may differ
between scans, images may be acquired by different scanners, stem
from different subjects, time points or viewpoints, contain noise and
scanner-induced artefacts, all of which are factors that add to complexity of the registration problem [44]. Obtaining robust correspondences are important in many CAD applications since machine learning methods rise and fall with the quality of available training data
[44].
A common approach has been to manually segment groups of images. While manual labelling is a time-consuming but feasible solution for 2D models with a limited number of landmarks, it is highly
impractical in the 3D domain. Not only is the required number of
landmarks higher than in the 2D case, but it also becomes increasingly difficult to identify and pinpoint corresponding points, even
for experts [44]. Manual labelling inevitably introduces bias in landmark selection and resulting correspondences which may lead to
weak models [22]. In the past decade a significant amount of research
has focused on methods for automatically aligning images to reduce
time-consuming and error prone human interaction [103]. In this section a selection of existing techniques are covered. The methods are
distinguished by the basic components of a registration approach: the
transformation model, cost function, and optimization strategy.
Several transformation models can be used to represent the deformation field. We discriminate between rigid transforms (e.g. similarity or affine transform [55]) and non-rigid transforms (e.g. piece-wise
affine warps [19], fluid deformation fields [50] or free-form deformation B-splines [86, 72]). The cost function is typically either intensitybased, e.g. [14, 10], or landmark based, e.g. [70, 4]. Some methods
employ a deformation regularisation term in the cost function which
increase registration accuracy in some cases [90, 19]. Finally, we distinguish between pairwise and groupwise approaches. Pairwise methods matches a moving image to a fixed image while the groupwise
approach performs this optimization for all images simultaneously
and thus avoids introducing bias towards a chosen reference image.
This is desirable for subsequent statistical analysis.
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Method

Dim

Transformation Model

Cost Function

Rigid

Landmark-based

Non-rigid

Optimization Strategy
Intensity-based

Pairwise

Groupwise

Bhatia et al. [72]

3D

X

X

X

Balci et al. [10]

3D

X

X

X

Cootes et al. [19]

2D and 3D

X

X

X

Wu et al. [101]

3D

X

X

X

Metz et al. [72]

4D (3D+t)

X

X

Jones et al. [50]

2D

X

X

Bookstein et al. [15]

2D

X

X

X

Arun et al. [4]

3D

X

X

X

Evans et al. [29]

3D

X

X

X

Mardia et al. [70]

3D

X

X

X

Rohr et al. [84]

3D

X

X

Johnson et al. [49]

2D

X

X

X

X

Hellier et al. [45]

2D

X

X

X

X

Hartkens et al. [43]

2D

X

X

X

X

Miller et al. [73]

2D

X

X

Zollei et al. [108]

3D

X

X

X

Pennec et al. [75]

3D

X

X

X

Jenkinson et al. [48]

3D

X

X

X

Rueckert et al. [86]

3D

X

X

X

X

Schnabel et al. [86]

3D

X

X

X

X

Klein et al. [55]

2D and 3D

X

X

X

X

X

X

X
X

X

X

X

Table 1: Existing registration approaches covered in this section. Methods
are sorted on transformation model, then on cost function and
finally on optimization strategy. The different categories are explained elsewhere in this section. More than one checkmark in a
category indicate than both approaches was tested. In this work,
the method of [55] is used for affine initialization and the method
of [72] is used for groupwise registration. The methods are publicly
available through the elastix registration toolbox [55].

Details about catogarizations and methods are outlined below. An
overview is given in Table 1. Note that both intensity- and landmarkbased cost functions are mentioned here since PGMs can viewed as
a hybrid approach that combines intensity- with landmark-based information (using the landmark information as a regularization term).
Early registration methods assumes that between image acquisitions, the anatomical and pathological structures of interest do not
deform or distort, e.g. [48]. This rigid body assumption simplifies
the registration procedure but techniques that make this assumption
have limited applicability. Many organs deform substantially, for example with the cardiac or respiratory cycles or as a result of change
in position. Further, imaging equipment is imperfect so regardless of
the organ being imaged the rigid body assumption can be violated
as a result of scanner-induced geometrical distortions that differ between images [46]. Therefore, today they are mainly used in cases
where the imaged objects are known to be rigid, e.g. intra-subject registration of bone, or for initialization. This is due to the few degrees
of freedom (rotation, scaling, shearing, translation) which can compensate for global affine pose differences. A non-rigid method is then
applied that can compensate for local tissue deformation. In the past
decade there has been substantial progress in non-rigid registration

2.1 image registration

approaches. Below the developments most relevant to this work is
outlined.
Non-rigid registration methods are capable of aligning images where
correspondence cannot be achieved without localized deformations.
They are most popular in the literature, generally fully automatic
and yield good results in controlled environments [34, 54]. A popular approach was pioneered by Rueckert et al. [86] who modelled
local breast motion by a free-form deformation (FFD) based on Bsplines. The algorithm was applied to the full-automatic registration
of 3D breast MRI. [88] generalized this method and combined multiresolution optimization with free-form deformations (FFDs) based on
multi-level B-splines. B-splines are frequently encountered in state-ofthe-art methods, e.g. [14, 10, 72], although alternatives exist. D’Agostino
et al. [21] proposed to model image warps as a viscous fluid that deforms under the influence of forces derived from the gradient registration criterion. The method was evaluated for non-rigid inter-subject
registration of MR brain images. Miller et al. [74] developed the mathematical metric theory of diffeomorphisms that has also been picked
up by others, e.g. [51].
However, non-rigid registration methods are typically compute intensive and there is no guarantee of one-to-one correspondence for
important anatomical locations. Convergence is particularly elusive
in cases of self-similar structures where many local minima are present
(see figure 1). Landmark-based methods try to mitigate this issue by
naturally incorporating expert knowledge in the registration scheme,
either via manual labelling or by a carefully designed feature extractor. Early work concentrated on (i) selecting the corresponding landmarks manually and (ii) using an interpolating transformation model,
e.g. [15, 29, 70]. The typical approach employ thin-plate splines warps
that takes into account localization errors by individually weighting the landmarks according to their localization uncertainty [84]. A
drawback of these methods is that landmark extraction is prone to
error and that intensities of the images are neglected once landmarks
has been identified.
Groupwise registration methods try to mitigate uncertainties associated with any one image by simultaneously registering all images
in a population. A common approach is to calculate the group mean
image and then register all images towards the this image, see e.g.
[73, 85, 14, 108, 18, 10, 19, 72, 89]. Such groupwise approaches incorporate as much image information in registration process as possible which eliminates bias towards a chosen reference frame. Miller
et al. [73] was among the first to introduce an efficient groupwise
registration method in which they consider the sum of univariate entropies along pixel stacks as a joint alignment criterion. Zollei et al.
[108] successfully applied this method to groupwise registration of
medical images using affine transforms and used a stochastic gradi-
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ent descent algorithm for optimization. The method was extended
by Balci et al. [10] to include a free-form deformation model based
on B-splines. Bhatia et al. [14] use a gradient projection method under the constraint that the average deformation over images is zero
to define an implicit frame of reference. This constraint ensures that
the reference frame lie in the center of the population without ever
having to calculate it explicitly. The idea has been picked up by other
methods, e.g. [10, 72]. Metz et al. [72] proposed a method for motion
estimation in dynamic medical imaging data. The method is based
on a 3D (2D+time) or 4D (3D+time) free-form B-spline deformation
model and a similarity metric that minimizes variance of intensities.
The software is publicly available as an extension to the registration
package elastix and used in this work to perform groupwise registration.
State-of-the-art non-rigid groupwise registration methods are able
register most well-posed data sets. Significant pose differences may
undermine performance however, at least in part due to a fuzzy mean
image in the beginning of the registration procedure. Therefore, algorithms may fail without good initialization on challenging data. Although simple affine initialization may work for images of simple
structures [19], it can fail hopelessly when registering images of complex structures that contain many local minima [103].
A number of authors [29, 62, 77, 2] have noticed the limitation of
global affine transformation to register complex objects. Some methods have been introduced to tackle this problem, e.g. [100, 101] who
proposed to perform local affine registration independently on a set
of parts of the object. The resulting local deformation fields are used
to compose an initial global deformation field. Usually the parts are
manually selected based on some prior (e.g., anatomical structures
[62]), but automatic methods also exist, e.g. [77] and [2].
Another solution would be to introduce feature information into
the voxel-based registration algorithms in order to incorporate higher
level information about the expected deformation. Several authors
recognize that combining volumetric and landmark registration may
provide the best of both worlds and have introduced such hybrid
algorithms, e.g. [75, 43, 49, 45]. PGMs exploit both volumetric and
landmark-based information by driving an intensity guided model
building process regularized by geometric constraints. PGMs may
therefore be viewed as such a hybrid approach that aims to (i) minimize geometric distances between image patches (landmark-based)
and (ii) minimize similarity between patches (intensity-based) in a
graph framework. Zhang et al. introduced PGMs for groupwise initialization and showed that the PGM approach may cope with challenging pose differences and self-similarity in 2D. In this work we
investigate whether PGMs may also cope with these problems in 3D.

2.2 parts+geometry models

Method

Dim

Type of Graph
Pairwise heuristic

Fischler et al. [36]

2D

Training
k-fan

Tree-like

Full

X

Supervised

Automatic

X

Fergus et al. [32]

2D

X

X

Donner et al. [24]

2D

X

X

Adeshina et al. [1]

2D

X

X

Fidler et al. [33]

2D

X

Donner et al. [25, 26]

3D

Schmidt et al. [87]

3D

X

Felzenszwalb et al. [30]

2D

X

X

Zhu et al. [107]

2D

X

X

Babalola [6, 7]

3D

X

X

Zhang [103, 105, 104, 106]

3D

X

X

Weber et al. [98]

2D

X

X

Fergus et al. [31]

2D

X

X

X
X
X

X
X

Table 2: Existing parts+geometry approaches covered in this section. Methods are sorted on type of graph and then on method of training. The
different categories are explained elsewhere in this section. More
than one checkmark in a catagory indicate than both approaches
was tested. In this work, the method of [103] serves as the basis for
extension of PGMs to 3D.

Before outlining the actual method, existing part+geometry methods also needs introduction. The following section outlines the development of PGMs in the literature.
2.2

parts+geometry models

A part+geometry model consist of a set of pairwise geometrically
constrained landmarks and a signature of the local neighborhood for
each landmark. PGMs are popular in the object recognition community where they were originally introduced and have recently been
applied to medical image problems.
The model can be learned in either a supervised or unsupervised
fashion. There are a variety of formulations yet all are underpinned
by two fundamentals; (i) during the training phase parts are identified and the geometric relationships between them are configured
and (ii) application of the model to an image involves identifying potential match candidates for each part and then choose the best candidates in a sense that optimizes both appearance and geometry correspondence criterions. We distinguish existing techniques by the basic
components of a parts+geometry model: type of graph, optimization
strategy and method of training. Details about these categorizations
are outlined below. An overview is given in Table 2.
In the following section PGMs are described as they appear in
the object recognition community followed by a review of PGMs in
medical imaging. As the literature is extensive the following sections
are confined to developments most relevant to this work. A general
overview of the field can be found in [79].
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2.2.1

Parts+Geometry Models For Object Recognition

The original paper [36] introduced PGMs as an image matching algorithm that was capable of finding an object embedded in noisy images (e.g. faces of different persons). The main contribution was the
idea of explicitly modelling objects by a collection of parts arranged
in deformable configurations. Each part encoded local visual properties of the object and the deformable configuration constituted a
joint probability density function of the spatial relationships between
the parts that could be used to identify plausible matches of objects
in images. The ability to deal with self-similar substructures is in all
likelihood due to the combination of local and global optimization
criterions: Neighborhood descriptors measures the local fit and geometrical information regularizes the global geometrical structure of
local descriptors.
Weber et al. [98] extended the original work by automating the
construction of the model for category-level object recognition using
a fully connected graph. Useful parts were identified using a keypoint detector and k-means clustering. An initial model was found
by a greedy exhaustive search and parameters were inferred by an
Expectation-Maximization (EM) algorithm. Fergus et al. [31] further
developed this work by considering the variation of appearance and
large scale changes. Later in [32], they introduced a simple star model
to reduce the complexity of the model. A star model only has edges
between one vertice that is connected to all others vertices. In addition, the parts were localized using a combination of different feature
detectors (e.g., Kadir and Brady detector [52] and multi-scale Harris
[42]) rather than a single one [31].
The graph formulation is particularly suited to combine information on appearance and spatial configuration but searching an image
using a fully connected graph was non-trivial due to computational
complexity. Felzenszwalb and Huttenlocher [30] addressed the shortcomings of the original formulation, most noteably (i) the model had
many parameters and (ii) the resulting energy minimization problem
was hard to solve efficiently. They estimated model parameters from
a set of labelled images using a maximum likelihood formulation
and cast the objective function as an acyclic graph (tree-like structure)
which allowed for use of existing powerful solvers, i.e. a Dynamic
Programming (DP) method. Crandall et al. [20] introduced a k-fan
model. A k-fan model is the generalization of a star model and has
k reference parts that are fully connected while other parts are connected to one of the reference parts. To minimize human intervention
from labelling images, they used an expectation-maximization (EM)
algorithm to learn the model. Zhu et al. [107] introduced hierarchical parts+geometry models that are constructed recursively by composing simple structures (i.e. edges) to larger and more meaningful

2.2 parts+geometry models

parts (i.e. eye contours). Bergholdt et al. used a probabilistic representation based on second-order Markov Random Fields (MRFs). The
probabilistic graphical model applied randomised classification trees
to feature vectors such as SIFT and color features to identify parts.
During image search these gave classification scores indicating the
probability that features correspond to a particular part. Geometry
was also modelled using classification trees with normalized edge
lengths orientations as inputs.
As the popularity of parts+geometry models grew, a number of
authors applied PGMs to medical image data some of which are extended to 3D. This development is outlined in the following section.
2.2.2

Parts+Geometry Models In Medical Image Analysis

Donner et al. [24] showed that careful selection of a small number of
parts on a single image can be used to construct a parts+geometry
model from the whole set, which can lead to good sparse correspondences. A similar approach can be found in [1]. Fidler et al.
[33] described a method for automatically constructing hierarchical
parts+geometry models from small numbers of training images of
objects by building up compositional models from commonly occurring simple structures. Langs et al. [60, 59] described a method of
constructing sparse shape models from unlabelled images by finding
multiple interest points. An MDL principle was used to determine
optimal correspondences and find the model which minimizes the
description length of the feature points. Another related approach
was developed by Karlsson et al. [53], who built patch models to
minimize an MDL function and estimating the cost of explaining the
whole of each image using the patches.
Some part-based approaches have been extended to 3D. Schmidt et
al. [87] applied the method of [17] to the extraction of the spine from
3D MR images. The methods embeds shape knowledge of anatomical structures in a probabilistic graphical model. Donner et al. [25, 26]
extended the sparse appearance models of [24] to 3D. Parts and geometric relationships were manually identified on the training set. An
elastic model expressed the confidence of locations of parts and the
optimal choice of candidates were obtained using MRF. Adeshina et
al. [1] used a PGM to initialize a groupwise registration algorithm.
They focused on objects with repeating structures (such as bones in
the hands). Babalola [6] initialized 3D AAMs with a PGM that was
built using the approach of [103].
Despite the many works on PGMs few of them deals with the problem of consistent localization but focused on whether a particular
part was present on an object or not. Zhang et al. explicitly addressed
this problem in a series of papers [103, 105, 104, 106] and showed
that derived models allowed for improved registration and automatic
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annotation of medical images in 2D even on challenging data sets.
Babalola et al. [7] extended this method to pairwise registration of
3D images using PGMs and spin images. Parts-and-geometry models was used to automatically align images before registration and
this initialization procedure was showed to increase overall registration accuracy. The PGM approach has thus proven itself useful for
groupwise initialization in 2D [103] and was successfully extended
to pairwise registration in 3D [7]. It seems obvious to try and extend
these two methods for groupwise registration of 3D images. It may
not be an easy task as illustrated by the lack of 3D methods in Table 2. This may be due to the additional degrees of freedom in 3D
volumetric images that makes model building and fitting a challenging procedure. However, this gap in the literature holds potential for
improvement and is the major concern of this thesis.
This concludes the verbal treatment of previous work. In the following sections the mathematical frameworks for image registration
and parts+geometry models are introduced.
2.3
2.3.1

mathematical framework of image registration
Pairwise Registration

Registration is the act of deforming a moving image IM (x) to fit a
fixed image IF (x). This corresponds to finding a coordinate transformation T (x) that makes IM (T (x)) spatially aligned with IF (x). Mathematically, the registration problem is formulated as an optimization
problem in which the cost function C is minimized with respect to T .
The optimizer can interface with the moving image by introducing
a parametrization of the transformation. The optimization problem
reads,
µ̂ = arg min C(Tµ ; IF ; IM )

(2)

µ

where µ indicates that the transform has been parameterized. This
vector contains the transformation parameters [55]. The reader is referred to [41] for an overview on nonparametric methods.
The minimization problem in (2) is usually solved with an iterative
optimization method embedded in a multi-resolution setting. Figure
4 gives an example of such a registration using the method of [72].
A schematic overview of the basic registration components and their
relations is given in figure 3 and explained below.
The cost function C measures the degree of similarity between the moving and fixed image. Many options have been proposed in the
literature. Commonly used intensity-based cost functions are

2.3 mathematical framework of image registration
∂C
C, ∂µ

C

IF
Pyramid level

IM Tµk (x)

µk


µk , x

µ̂

IM
Tµk (x)

Tµk

Figure 3: Schematic depiction of a typical pairwise registration system.
Sketch inspired by [55].

(a) Sagittal slices of two MR images prior (b) Sagittal slices of the registered MR imto registration.
ages.

Figure 4: Pairwise registration of two MR images of the head, one in red and
one in blue. In (b) correspondences turn pink since red and blue
contribute equally in RGB-space. Images had similar pose and did
not need initialization.

the Sum of Squared Differences (SSD) [93, 58], normalized correlation (NC) [91, 76], mutual information (MI) [96, 68, 94, 78]
and normalized mutual information (NMI) [82, 83, 92]. A regularization are sometimes included in the cost function in order
to penalize undesired deformations [90, 82].
The coordinate transformation Tµ determines the degrees of freedom of
the deformation. In some applications it may be sufficient to
consider only rigid transformations [96, 99], but often a more
flexible transformation model is needed, allowing for local deformations [71, 86, 15, 8, 23, 40, 81, 21, 5, 35, 3, 27, 13, 95].
The optimizer estimates µ̂ in iterative fashion, usually taking derivatives of the cost function with respect to µk . Several possibilities
for the optimization method are discussed in [68, 56, 55].
The sampler is responsible for selecting voxels used to compute C and
∂C
∂µ . The most straightforward strategy is to use all voxels from
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∂C
C, ∂µ

IM Tµk (x)


C
µk
µk , x

Tµk (x)

µ̂
Tµk

Figure 5: Schematic depiction of a typical groupwise registration system.
Sketch inspired by [55].

the fixed image but this is time-consuming for large images. A
common approach is to use a subset of voxels, selected on a
uniform grid or to sample randomly.

The interpolater is needed when IM Tµk (x) is evaluated at non-voxel
positions. Several methods for interpolation exist, varying in
quality and speed, including nearest neighbor, linear and nthorder B-spline interpolation.
A multi-resolution pyramid strategy improves the capture range and robustness of the registration. The basic idea is to first estimate
T (x) on a low resolution version of the images and then propagate the estimated deformation to higher resolutions. A pyramid of images is thus constructed in the registration process.
An overview of multi-resolution strategies is given in [61].
The reader is referred to either of [69, 46, 44, 55, 54] for elaborate
treatment of individual algorithmic components.
Pair-wise methods, whether volumetric or landmark-based, are less
suited to obtain correspondence across a population of images. This
would typically involve registering all images to a chosen reference
image which inevitably introduces bias. Groupwise registration offers
unbiased image alignment which is attractive for subsequent statistical analysis. This approach has gained significant attention in recent
literature and is the method of choice for state-of-the-art algorithms
[10, 72].
2.3.2

Groupwise Volumetric Registration

A common approach in groupwise registration is to iteratively update
estimates of correspondences between each image and a group average [38, 39, 9, 19, 89]. Figure 13 illustrates an instance of groupwise
registration. A schematic depiction of a typical groupwise registration
system is depicted in 5 and explained below.
The cost function typically has two components, one based on image
intensities, that is, comparing the warped target image with the

2.3 mathematical framework of image registration

(a) Sagittal slices of six MR images of the (b) Sagittal slices of six groupwise regishead prior to groupwise registration.
tered MR images.

Figure 6: Groupwise registration of six images. In (b) correspondences turn
grey since all colors contribute equally in RGB-space. Images had
similar pose and did not need initialization.

reference, and one based on the shape often used for regularisation. Similarity is typically measured by similarity functionals
applied to corresponding reference frame locations across images subtracted from the mean image. Measures include SSD
[89], Minimum Description Length (MDL) [18], variance [72] or
joint entropy [73]. The shape term is usually a local measure to
penalise excessive local deformation, such as a bending energy
[86].
The coordinate transformation commonly consist of B-splines, [85, 10,
72], piece-wise affine warps [18, 28] or dense flow fields [50, 51].
The optimizer, interpolater and pyramid strategy is not much different from
the pairwise scheme (section 2.3.1 on page 18) other than the
number of degrees of freedom in the optimization process has
exploded.
While groupwise non-rigid registration works well in controlled
environments, it is a challenge to localize robust correspondences on
difficult data sets without considering geometric information [103].
The PGM approach has emerged in medical image processing with
the intention of providing an initial rough deformation field that enables pure intensity-based algorithms to reach the global optimum in
images exhibiting large pose differences. In the following section such
a model, the 2D Parts+Geometry Model of Zhang et al., is reviewed.
The discussion is confined to the most relevant ideas for our extension
into 3D. For an elaborate treatment of individual algorithmic components the reader is referred to the original work [103, 105, 104, 106].
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2.3.3

Parts+Geometry Models in 2D

A parts+geometry model represents an object by a graph G. The vertices ν are composed of positions x = (x, y)T and associated local
region descriptors p : R2 7→ Rm (parts). The edges ξ are defined by a
set of arcs that describes the pairwise geometric relationship between
vertices (geometry).
Let f(xi , xj ) denote the part cost which measures the degree of similarity between a part i at position xi and its match j at position xj
on another image. Let g(xi , xj ) denote the geometric cost which measures the deformation mismatch between the arc formed by a pair of
parts i and j on one image and the arc formed by their matches i and
j on another image. The best model G for a given image is the one
that minimizes the objective function,
X
X
C(G) =
f(pi , pj ) + α
g(xi , xj )
(3)
νij ∈G

ξij ∈G

where α determines the amount regularization by geometry. In the
work of Zhang et al. the part cost is calculated as Sum of Squared Differences (SSD) on a normalized intensity scale over fixed size image
patches,
f(pi , pj ) = kpi − pj k22

(4)

In this case, p contains normalized image intensities of fixed size
patches (see further below for normalization procedure). The geometric cost g(xi , xj ) is calculated as,
g(xi , xj ) =


T
xj − xi − dij S−1



xj − xi − dij

(5)

where dij is the mean part separation and S is an estimate of the
covariance matrix. Both are calculated automatically. Equation (5) assumes that the relative position of patches follows a Gaussian distribution N(dij , Sij ). Zhang et al. notes that another functional can be
used if this assumption is violated. In practice equation (5) seems to
efficiently capture geometric discrepancies.
Applying a model to an image involves searching a local neighborhood of each part for match candidates on the target image as
depicted in figure 7. The best model is the combination of match
candidates (one for each part) that minimize (3). Edges are defined
between a fixed image keypoint and all match candidates in neighborhood on the moving images and assigned weights according to
(6). This is a combinatoric problem and arbitrary graphical structures
will lead the problem to be NP-hard [16]. Instead, if each node can be
thought of as having at most two parents in a tree-like structure the
Viberti-algorithm can be used to quickly find the global optimum in
a Maximum-likelihood sense in O(nk3 ) time where n is the number
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Fixed image keypoints

Moving image match candidates
ωi 0 j

Figure 7: Schematic depiction of the matching of a model to a new image.
A weight ωij is assigned to every match candidate j of a keypoint
i using (6) and the Viberti algorithm finds the most likely configuration of keypoints on the target image in a maximum-likelihood
sense. Arrows denote optimal correspondences estimated by the
model. On the left, the black dots denote fixed image keypoints
located by the keypoint detector and the black lines connecting
the dots denote their geometrical relationship. On the right, circles
denote the neighborhood on the moving image in which match
candidates (grey circles) are defined on a regular spaced grid. The
double-stroke lines denote the default geometric relationships and
dashed lines denote geometrical relationships estimated by the
model.

of vertices and k is the number of edges to a vertice. The choice of
k = 2 seems to be a compromise between computational complexity
and descriptive power of the graph.
Formally, the Viterbi algorithm is a dynamic programming algorithm that finds the most likely sequence of hidden states X = {x1 , . . . , xT }
that may occupy any of the states S = {s1 , . . . , sK } for a given sequence
of observations Y = {y1 , . . . , yT } that may occupy any of the states
O = {o1 , . . . , oN }. In this work an implementation provided by University of Manchester is used. The candidates are then encoded in an
acyclic graph with the weight of the edges given by,
wij = f(pi , pj ) + αg(xi , xj )

(6)

and parsed to the library. For an elaborate treatment of the Viberti
algorithm the reader is referred to the original paper [97].
The following section explains the model building process of Zhang
et al. in detail (getGraphMatch() on line 24 of algorithm 1), i.e. how
to build a model G that minimizes (14) given set of images.
Model Building. To bootstrap the procedure, a model is first built from
a single image. Randomly selected keypoints define an initial
geometry that is initialized using a variant of Primś algorithm
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for the minimum spanning tree where each part is connected
to the closest two parents. The geometric cost for each ξ ∈ G
are initialized with Gaussians. The mean dij is given by the
separation in the reference image and standard deviation is set
to 25% of the length of the arc,
Sij = (1/16)|dij |I

(7)

where I is the identity matrix. This model is applied to the
group of images as follows. Match candidates are identified using an exhaustive search for local optima for each part. During
the search, resolution, orientations and scales of parts are systematically varied. For each image the global optimal combination of match candidates is selected by minimizing (3) using the
Viterbi algorithm. Resulting model matches are ranked by their
fit value C and the best 50% is used to re-estimate the geometric
distributions of the arcs, namely
Sij ∀ {i, j}.

(8)

Identifying Landmarks (geometry) The method is bootstrapped on a chosen reference image on which a set of part candidates is obtained by ranking patches on a densely overlapping grid using
a coarse to fine strategy according to measure of "flatness" q,
qi = min |ui (δx) − ui |
δx

(9)

where u(δx) is the intensity vector of the region when displacing
it by δx. If qi is small then part i is found to represent a flat
region. If qi is large, part i is found to be well localized. The
best 50% is retained for robustness to outliers and missing data.
The process is repeated on all images and forward-backward
matching from keypoints on reference image to all other images
is used to rank the keypoints. The assumption is that a point is
it is more likely to pass a forward-backward matching test if it
is well-localized. Again, the upper 50 percentile is retained the
set of which constitutes the input set {P} to algorithm 1.

2.4 summary

Computing Landmark Descriptors (parts) Equation (3) requires local neighborhood descriptors for each landmark. Intensities between image patches are compared on a normalized intensity scale so
differences between different pairs of patches can be compared.
Normalized descriptors are obtained using the following equations,
pi = β

m
X
|gi − ḡij |
j=1

σij

,

pj = β

m
X
|gj − ḡij |
j=1

σij

(10)

where ḡij is the mean intensity across patches, σij is the standard deviation of intensity difference from the mean across
patches and β is a normalization factor chosen so that the standard deviation of the fits across the training set is unity. The
parameters ḡij , σi and β are bootstrapped on the chosen reference image and re-estimated when the initial parts+geometry
model is applied to the other images.
Model Evaluation. The following procedure constitutes getCost() on
line 26 of algorithm 1.
A model is evaluated using a groupwise SSD measure. Images
are warped into a reference frame using the correspondences
obtained by the model. Borders are augmented with points so
the whole image can be warped using piece-wise affine approach. The set of points are the aligned using Procrustes Analysis (PA) and a triangulation of each image image is warped
into the reference frame of the mean image and the cost of explaining the whole image set with this model defined by the
sum of absolute differences,
U=

N X
X

Ik (x) − Ī W −1 (x)



(11)

k=1 x∈R

where N is the number of images, R is the region of interest,
Ik (x) is the target image intensity at x and W(x) is the transformation from mean image Ī to image Ik . The method was
tested on three data sets of varying difficulty and was shown to
improve initialization over the standard affine approach in difficult cases. The reader is referred to the original work for images
and results of Zhang et al. [103, 105, 104, 106].

2.4

summary

A significant amount of research has focused on intensity-based image registration but large pose differences are challenging in some
cases. Affine initialization is commonly employed but may lead to
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input : {P}, {I}
output : The best parts+geometry model G∗
Npop models from Nsiz parts from P
{G} ← getRandomSamples({P}, m, n)

1 // Randomly generate
2

3 // Compute utility of each model using eqn. (3) and (14)
4
5
6
7

{Ut } ← getUtility({G}, {I})
G ← sort({G}, {Ut })
for i ← 2 to Ngen do
// Retain upper 50 percentile)

8

{G} ← retainBest({G}, Npop /2)

9

// Generate new 50 percentile

10

for j ← 1 to Npop /2 do

11

// Select two random models from {G}

12

{G1 , G2 } ← getRandomModels({G})

13

// Get a random union from the two pairs

14

{G} ←getRandomUnion(G1 , G2 ), {G}

15
16
17

{Ut } ← getUtility({G}, {I})
G ← sort({G}, {Ut })
G∗ ←retainBest({G}, 1)

18
19 // Subroutine getUtility()
20 getUtility({G},
21
22

{I})
foreach Gt ∈ {G} do
foreach Ik ∈ {I} do

23

// Using eqn. (3) as explained in section 2.3.3

24

uk,t ←getGraphMatch(Gt , Ik )

25

// Using eqn. (14)

26

Ut ← getCost({uk,t })

Algorithm 1: Genetic algorithm pseudo code. {P} is the set of keypoints on reference image which is assumed to have been computed in advance, {I} is the set of images, {G} is the collection of
randomly sampled parts+geometry models and Gt is a particular
parts+geometry model. getGraphMatch() uses the Viberti-algorithm
to choose the global optimal combination of match candidates that
minimize (3).
sub-optimal solutions. Zhang et al. introduced a method using 2D
PGMs to initialize groups of images and showed that this paradigm
improves the final registration result. The method was successfully
extended to 3D pairwise registration. There is a potential for improving 3D groupwise registration using these approaches. To our knowledge, this is the first attempt to extend the methodology of PGMs to

2.4 summary

groupwise initialization in 3D. In part two of the thesis the proposed
method is described and applied to medical data sets.
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Part II
3 D PA R T S + G E O M E T R Y M O D E L S
This part of the thesis describes a method for automatic
construction and evaluation of 3D Parts+Geometry Models. Effort has been put into designing a large testing suite
and conducting experiments on several data sets of various difficulties.

3

3 D PA R T S + G E O M E T R Y M O D E L S

3.1

introduction

This section describes a complete system for constructing 3D PGMs.
By "complete" we mean that the only input to the system is a set
of unlabelled images and the output is set of correspondences. All
intermmediate tasks will be done automatically by the system given
appropriate parameters.
The University of Manchester has kindly provided the source code
for Zhang et al. [103] and for the spin images used by Babalola et
al. [7]. A large part of the exisisting codebase operates independently
of the underlying image dimension and can be re-used. For example,
the genetic algorithm operates on an integer list of keypoints and the
Viberti algorithm operates on edge weights. This leaves the following
components for extension to 3D:
Keypoint detector The original approach to keypoint detection involved
examining rectangles in a densely overlapping grid. This becomes computationally infeasible in 3D. Instead, the widely used
scale-space approach is adopted in this work. Using this paradigm
keypoints are efficiently located as extrema in scale-space.
Parts (neighborhood descriptor) Computing neighborhood similarity is
difficult because the coordinate system in which to compare
neighborhoods is undefined. The original approach involved an
exhaustive search in a local neighborhood where position, resolution, orientation and scale was systematically varied. Such
an exhaustive search becomes significantly expensive in 3D. To
overcome this problem, spin images are used for neighborhood
descriptors. A spin image is computed with respect the normal
about a point. This addresses two rotational degrees of freedom.
Voxel intensities along the last degree of freedom are summed
in bins of a histogram which make up the spin image. The size
of the region used to compute the spin image is proportinal
to the scale selected by the keypoint descriptor. This design of
the neighborhood descriptor reduces the exhaustive search to
position only and greatly decreases computational cost of the
original approach.
Geometry (point distances) Distance calculations extends trivially to 3D
and will not be treated in detail.
The 3D model building process is complicated by roughly an order
of magnitude more data that needs to be processed and extra degrees
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Image 1

Pyramid 1

Median Image

Keypoint Detector

Image 2

Pyramid 2

Image 1

Initial Model

Image N

Pyramid M

Image N-1

Final Model

Figure 8: Schematic depiction the model building process of 3D PGMs.

of freedom that introduce a higher-dimensional solution space which
is likely to contain more local minima. To mitigate these issues, the
proposed method is embedded in a multi-resolution setting. Seperate
models are constructed for each level in the pyramid. As previously
discussed, this is a common approach in medical image registration
that allows low frequency information to be registered prior to fine
structres and was found to greatly increase the capture range of the
approach.
An overview of the 3D model building process is outlined in the
next section. A schematic depiction is given in figure 8. Subsequently,
terminology, implementation and mathematical treatment of the keypoint detector and keypoint descriptor is explained.
3.2

model building process

The original graph formulation is computationally very efficient and
allows the 3D model formulation to follow closely that of the 2D
model.
Bootstrapping. The method is bootstrapped on the median image of
the population. The median image is defined as the image closest to the center of the population,
Im = arg min
i

1
N

N
X

kIi − Ij k22

(12)

j=1,j6=i

Three scale-space octaves are constructed on the median image
at t = [0.5, 1, 1.5, 2, 2.5, 3]. Keypoints are identified using fourdimensional non-maximal suppression on gradient magnitude
in each octave. A genetic algorithm is used to search the combinatorial space of possible models cf. algorithm 1 using 16 generations and 512 individuals per generation. For each individual
the genetic algorithm will choose a random subset of keypoints
to build an initial model. As with the 2D model, a variant of
Primś algorithm for the minimum spanning tree is used to connect parts to the closest two neighbors. The geometric cost for
each ξ ∈ G are initialized with Gaussians. The mean dij is given
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by the separation in the reference image and standard deviation
is set to 25% of the length of the arc,
Sij = (1/16)|dij |I

(13)

where I is the identity matrix.
Fitting the initial model to other images. Spin images are computed for
match candidates on the other images. Match candidates are
defined on a 9 × 9 × 9 regular-spaced grid centered on each keypoint. This was found to be a reasonable trade-off between computational complexity and flexibility of the model. The spacing of the grid depends on the pyramid level. In this implementation, three pyramid levels are used with isotropic spacing
of 4mm, 2mm and 1mm respectively. Due to rotational invariance of spin images, only one neighborhood descriptor needs to
be computed for each spatial location. The optimal correspondences are found on the graph using the same approach as in
the 2D model, see figure 7. Resulting model matches are ranked
by their fit value C and the best 50% is used to re-estimate the
geometric distributions of the arcs and the resulting model is
refitted to the other images.
Evaluating keypoint subset. Each individual generated by the genetic
algorithm is evaluated using a groupwise similarity measure using the same approach as in the 2D model. Images are warped
into a reference frame using the correspondences obtained by
the model. Borders are augmented with points so the whole image can be warped using piece-wise affine approach. The set of
points are the aligned using Procrusted Analysis and a triangulation of each image image is warped into the reference frame
of the mean image and the cost is defined as the sum of stack
variances along the fourth dimension,
U=

N
1 XX
(Ik (W(x)) − Im (x))2
N

(14)

k=1 x∈R

where N is the number of images, R is the region of overlap of
all images, Ik (x) is the target image intensity at x and W(x) is
the transformation from Ik to the median image Im .
Multi-resolution implementation.
The above process is repeated for each individual in algorithm 1.
Below the individual algorithmic components are treated in detail.
3.3

keypoint detector

A common approach to keypoint detection is to use local extrema of
different combinations of scale-normalized derivatives as likely can-
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didates for interesting structures. This allows for automatic scale selection which adapt the local scales of processing to the local image
structure. Therefore we propose to utilize the scale-space to quickly
anatomical keypoints.
Keypoints are identified according to the following steps.
Scale-space representation. In the spirit of Lowe’s popular Scale Invariant Feature Tracker (SIFT) [67] a hybrid multi-resolution and
multi-scale approach is adopted. Each resolution (figure 11a)
contains a logarithimic scale-space representation (figure 11b).
This is achieved by (i) repeatly convolving the image with the
same filter to extact multiple scale representations of an image
and then (ii) downsampling by a factor of 2. The process is repeated while it makes sense. Each multi-reslution image contains multiple scale-representations and is referred to as an octave.
Non-maximal suppression on gradient magnitude. A pixel is discarded if
the gradient magnitude increases in any of the 80 neighboring positions. This favors points on surfaces where curvature
is high. The process is performed seperately on all 4D octaves.
This procedure constitutes the automatic scale selection mechanism and determines the support of the keypoint descriptor on
the local neighborhood. The use of non-maximal suppression
on gradient rather than on the conventional Laplacian of Gaussian is motivated by using spin images as keypoint descriptor
(see section section 3.4 on page 40). Spin images are oriented
with respect to gradient to achieve rotation invariance. Keypoints where the gradient is well-defined are thus more likely
to be recognized in different images.
Thresholding on gradient magnitude. Keypoints are thresholded using
the median of gradient magnitudes thus retaining the upper 50
percentile. The median was chosen as a conservative yet datadependent threshold.
Keypoint localization. The spatial sub-pixel locations of the remaining
keypoints are computed using equation (29) on the scale where
the gradient is largest. While the process can be repeated for
increased accuracy a single pass was sufficient for our purpose.
Pruning. Keypoint locations are compared across octaves and pruned
if they are less than 2 mm from each other. The keypoint with
biggest gradient is retained. Typically, 103 hypothesis remains
at this stage (order of magnitude).
The following sections explains the scale-space implementation in
detail.

grey level

3.3 keypoint detector

sampling
direction
Figure 9: Schematic depiction of the basic scale problem as it occurs in edge
detection. The dots are grey level values, the dotted line represents
the gradient on a fine scale, the dashed line represents the gradient
on a medium scale and the solid line represents the gradient on
coarse scale. Sketch adapted from [12].

3.3.1

Scale-Space Theory

The scale of observation is criticial to how structures are percieved
in images. Anatomical structures comes in all shapes and sizes so the
amount of information conveyed by an image depends on the scale of
observation. For example, regard the fundamental problem of edge
detection in image processing. Figure 9 shows a cross-section through
an object boundary in a 2D image. The black dots represent the greylevel values sampled along the cross-section direction. In order to
extract an edge, gradients have to be computed by discrete approximation of the first derivative. The different slopes of the straight lines
indicate that the result of the first derivative estimation strongly depends on the size of the support of the difference operator and thus
on the scale of observation.
The need for inference about scale has led to the development of
the scale-space framework that represents an image as a family of
gradually smoothed images where each component conveys information about a particular scale of observation. It is not possible to know
a priori what scales are relevant and hence it is only reasonable to
gauge all scales simultaneously. The smallest scale is defined as the
smallest level-of-detail on which input data can be resolved, e.g. one
image pixel, and the largest scale as the largest possible structre, e.g.
a whole image. The derived scale-space framework allows for for automatic scale selection and comparison of information content across
different scales.
Principles from biological vision and physics suggests the use of a
Gaussian kernel to construct the scale-space. Convolving with a Gaus-
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sian kernel closely resemble receptive field profiles registered in neurophysiological studies of the mammalian retina and the first stages
in the visual cortex [66] and the Gaussian arise as the Green’s function
to the diffusion problem. Convolving a scalar field f(x) with a Guassian of standard deviation σ is equivalent to solving the isotropic heat
equation,
∂
1
L = ∇2 L
(15)
∂t
2
In these respects the scale-space framework can be seen as a theoretically well-founded paradigm for early-stage computer vision,
which has been thoroughly developed and tested over the years by
[57, 102, 37, 63, 65, 66] and many others. These papers establish a set
of scale-space axioms describing properties of the scale-space representation.
Let L : Rd × R+ 7→ R be the scale space representation of a continuous scalar field f : Rd 7→ R. Smoothing with a Gaussian kernel
g : R1 × R+ 7→ R of various widths t leads to the linear Gaussian
scale-space,
L(x; t) = f(x) ∗ g(x; t)

(16)

where x is the spatial coordinates and t = σ2 /2 is the real-valued
scale (t > 0) and time analogue to the heat equation. This family of
functions define the solution the diffusion equation the with initial
condition,
L(x; t = 0) = f(x)

(17)

(the original data signal). The d-dimensional Gaussian kernel of standard deviation σ is given by,
 2
1
x
g(x; t) =
exp −
(18)
d/2
t
(πt)
Many kernels facilitate construction of a scale-space but the Gaussian kernel is mathematically garuanteed to satisfy a number of useful properties. Let Tt be the scale-space operator (Tt f)(x) = g(x; t) ∗
f(x) at scale t. Besides linearity, shift invariance, isotropy and positivity the most important properties are the following.
Semi-group structure.
g(x; t1 ) ∗ g(x; t2 ) = g(x; t1 + t2 )

(19)

with the associated cascade smoothing property,
L(x; t2 ) = g(x, t2 − t1 ) ∗ L(x; t1 )

(20)

The set of smoothing functions commutes with respect to composition. A scale representation can be obtained by direct convolution on scale t or by recursively applying smaller filters
(whose power of 2 add up to t) which makes the convolution
computationally less expensive.

scale/time
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equilibrium state

initial temperature distribution
position
in space
Figure 10: Schematic depiction of non-creation and non-enhancement of local extrema in the one-dimensional case. Sketch adapted from
[12].

Non-enhancement of local extrema in any number of dimensions.
∂t L(x; t) 6 0 at spatial maxima
∂t L(x; t) > 0 at spatial minima

(21)

If for some scale level a point is a non-degenerate local maximum then its value must not increase when the scale parameter
increases. The physical analogy is straightforward. As depicted
in figure 10, a hot spot in one-dimensional space will only cool
down and a cold spot will only warm upwith increasing time
until it has reached the equilibrium temperature of the system.
Scale invariance. There is no prefered size of an image processing operator.
Depending on the implementation the Gaussian kernel is also seperable in Cartesian coordinates. Convolution in d dimensions can be
written as the convolution of d one-dimensional filters. For instance,
the 2D Guassian filter can be written as the outer product of two
one-dimensional Gaussians,
g(x, y, t) = g(x, y)g(y, t)T

(22)

It is considerably cheaper to convolve an image with d 1-dimensonal
filters rather than convolving the image with one big d-dimensional
filter as the computational complexity of the convolution algorihm
depends on the size of the filter.
The Gaussian scale-space is the most common type of scale-space
used in image processing and computer vision. In this work, the
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scale of the support of local neighborhood descriptor is therefore determined by extremas in Gaussian scale-space. The scale-space of a
volumetric image is a 4D space in which the zero-crossings of 3D
hyper-surfaces constitutes points of interest.
3.3.2

Scale-normalized derivative operators

A direct consequence of the non-enhancement property is that smoothing reduces the high frequency information in the image causing the
amplitudes of spatial derivatives to monotonically decrease with increase in scale. This is schematically depicted in figure 10 where the
amplitude of signal variation dicreases with scale. In order to devise
a method which permits comparison across scales it is necessary to
perform normalization with respect to scale.
Let Ln be the nth-order non-normalized derivative of an image at
scale t and let ∂ρ Ln be the nth-order normalized derivative at the
same scale. The scale normalized derivative can be expressed as
√
√
∂ρ Ln (x; 2t) = (2t)γn/2 Ln (x; 2t)
(23)
which corresponds to a change of variables ∂ρ = tγ/2 ∂x. The γnormalized derivatives are dimensionless and thus scale-invariant for
γ = 1. The spatial derivatives also satisfy the diffusion equation. In
the one dimensional case,
1
∂ρ Lxi = ∇2 Lxi
2

(24)

The γ-normalized derivatives arises by necessity given the requirement that the scale selection mechanism should commute with rescalings of the image pattern.
Combining the output from such Gaussian derivative operators one
obtains a multi-scale differential geometric representation that attains
a maximum where the standard deviation of a Gaussian kernel best
matches the intrinsic scale of the data point. This facilitates automatic
scale selection for each keypoint by non-maximal suppression on the
four-dimensional neighborhood.
3.3.3

Discrete Scale-space

The scale-space can be constructed from the formal definition in a
straightforward manner by successively applying Gaussian kernels to
the original data. However, the diffusion equation contains the first order temporal derivative and second spatial derivatives (the Lapacian)
of the data signal which assumes a continuous image domain. In practice, to compute scale-space scales in the discrete domain, discretized
versions of the convolution operator or heat equation is needed, respectively. On anisotropic structures grids, which medical images are
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confined to, there are at least three basically different methods for
smoothing data with a Gaussian filter kernel: (i) discrete samples of
Gaussians functions which can be performed either in the spatial domain or in the frequency domain, (ii) apply for each dimension a binomial filter whose weights are (up to normalisation) the even rows
of the Pascal triangle and (iii) discretise the Gaussian and use finite
difference approximations of derivative operators. This corresponds
to a discretization of the heat equation. In the one-dimensional case,
the filter mask of the gradient is [−1, 0, 1]T and the Laplacian is of the
form [1, −2, 1]T . Higher-dimensional operators are obtained by convolving the other dimensions with same (anisotropically weighted)
one-dimensional filter.
In this work we adopt method (iii). In the discrete domain the
Green’s function of the heat equation becomes the discrete Gaussian
kernel,
T (n, t) = exp(−t)In (t)

(25)

where In (t) is the modified Bessel function of integer order. Convolving the image by the discrete Guassian kernel,
L(x; t) =

∞
X

f(x − n)T (n, t)

(26)

−∞

one obtains the solution to the discrete diffusion equation (discrete
space, continuous time) analogous of the formal continuous solution.
This ensures that the scale-space axioms carry over in the discrete
domain [64].
3.3.4

Sub-voxel Keypoint Localization

Scale-space smoothing will cause extremas to drift as scale increases.
This is in part due the nature of the discrete domain in which the
true location of extremas will "snap-to-grid". Hence, some kind of localization is required to shift points back to their true spatial location
and scale value.
The true keypoint location x∗ = [x∗ , y∗ , z∗ , t∗ ] can be approximated
by a second-order Taylor expansion around the maximum on the grid
x,
1
I(x + δ) ≈ I(x) + δg + δT Hδ
2

(27)

where g and H is the gradient (4-vector of first order derivatives)
and Hessian (4-by-4 matrix of second order derivatives) respectively.
Since the hyperparabola achieves it maximum where its derivatives
are equal to zero, we take the derivative of the right hand side of
equation (27) with respect to δ and set it equal to zero,
g + Hδ = 0

(28)
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(a) Schematic depiction of a multiresolution image representation. Each level consists of multiple scale represenations and is
referred to as an octave.
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(b) Schematic depiction of a
multi-scale image representation.

Figure 11: Schematic depiction of scale-space pyramids. Sketches adpated
from [12]

(a)

(b)

(c)

Figure 12: Detected keypoints on a MRI of the head.

From this equation the correction vector δ can be computed,
δ = −H−1 g.

(29)

The sub-pixel location is given by x∗ = x + δ. The gradient and Hessian are obtained using standard finite differencing. This procedure
has been found to improve the stability of keypoint detectors in the
literature and may, for our purpose, provide a more reliable estimate
of the gradient and its direction.
The above procedure results in a subset of scale-space extrema that
are located in regions of high curvature. The assumption is that this
will be edges of distinct anatomical features. See figure 12 for an
example of the keypoint detector applied to an image.
3.4

keypoint descriptor

A robust neighborhood descriptor is needed for meaningful comparison of keypoints when images exhibit significant pose differences.
Rotational invariance is a key requirement to efficiently compare keypoints across images. To this end, spin images are utilized.

3.4 keypoint descriptor

Spin images are named after the image generation process that can
be visualized as a sheet spinning about the normal of a point. A spin
image is constructed from a single point basis that defines a reference
point and orientation relative to which the position of other points in
the local neighborhood can be described by two spatial coordinates.
The feature vector s(a, r; t) is essentially a 2D histogram indexed by
an axial distance a and a radial distance r with the distances being proportional to t in this implementation. This allows for more
appropirate comparison of neighborhood descriptors in different images since local neighborhood is always compared with respect to
the orientation local anatomy. Using gradient magnitude instead of
the widely adopted Laplacian og Gaussians (LoG) to construct the
scale space, keypoints are detected at points where the orientation
assignment is well-defined.
3.4.1

Mathematical Formulation

The spin image is defined at a keypoint x∗ and associated with its
gradient direction u. Any other point xj can be mapped to a 2D point
(aj , rj ) relative to this frame,
aj = (x∗ − xj ) · u
q
rj =
kx∗ − xj k22 − a2j

(30)

aj is the distance along the normal u from x∗ and rj is the radial
distance of xj from the line along u through x∗ . This is invariant to
rotation around the normal.
A 2D histogram is constructed from a gradient magnitude image
by (i) computing (ai , ri ) from x and (ii) update the neighboring four
bins using bilinear interpolation if ai < amax and ri < rmax . The
process is repeated for all voxels xi in a cylinder about x∗ with its
axis along u. Each bin of the histogram is normalized with respect
to the swept volume. The histogram is further normalized so that its
elements sum to unity. The histogram is populated using a gradient
magnitude image which ensures equal contributions from bright and
dark regions.
The size of the window used populate the histogram is should be
large enough to capture local anatomical information. Therefore it
should be proportional to the scale at which the keypoint was selected. Intuitively, σ in (18) is the standard deviation of the kernel
that best matches the intrinsic pattern of the local neighborhood. The
support region should therefore cover the extent of this kernel. The
following relation is constructed to determine the extent of support
region,
p
amax = rmax = 3 ∗ t/2 = 3 ∗ σ
(31)
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(a)

(b)

(c)

(d)

Figure 13: An example of a spinimage from an MRI of the head. (a)-(c)
shows the gradient direction and magnitude projected onto the
axial, coronal- and sagittal plane respectively. (d) is the spin image at this position.

or three times the standard deviation of the selected scale. This covers
99.7% of the area under the curve.
3.4.2

Similarity Metric

Two compare two neighborhood descriptors the Bhattacharyya coefficient is used,
Xp
B(hi , hj ) =
hik hjk
(32)
k

By construction B(hi , hj ) is in the range [0, 1] with B(hi , hj ) = 1 for
hi = hj . Each element in the spin image is replaced with its square
root so spin images can be compared simply by their dot products.
The Bhattacharyya distance is an approximate measurement of the
amount of overlap between two statistical samples and is widely used
in machine learning applications for comparing frequency distributions [7].
3.4.3

Implementation

Gradient magnitude image. The image is smoothed with σ = 2 and a
gradient magnitude image is computed.
Reference frame. Gradient direction is computed based on the scale for
all keypoints.
Computation. The smallest bounding box containing the local neighborhood for all spin images is computed. We then loop over
voxels inside the bounding box and update overlapping spin
images accordingly. This ensures that each voxel in the image is
only visited once.
Normalization Spin images are normalized so they sum to unity and
each element is replaced with its square root.

3.5 tuning of hyperparameters

3.5

tuning of hyperparameters

The proposed method has two main hyperparameters: The number
of parts in a model n and the weight between geometry cost and
part similarity cost α that needs to be specified. This is a common
problem of the methods of automatic construction of parts+geometry
models [20, 31, 98]. The proposed method was tested on cmamri
and wristct data sets using combinations of n = [16, 32, 64, 128 and
α = [0.10.51210] for different levels of noise η = [1, 2, 3, 4] and seemed
fairly robust to the choice of n and alpha in the sense no combinations were particularly better than others, i.e. one set of settings
may be good on some images but fail on others. We then choose the
simplest case of n = 16 and α = 1 for all experiments.
3.6

summary

The construction of 3D PGMs follow closely that of the 2D model.
The method is extended in three key areas. A scale-space approach
is adopted for keypoint detection, spin images are used for neighborhood description and the model building process is embedded in a
multi-resolution setting.
The next section presents data and the experimental design.
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E X P E R I M E N TA L D E S I G N

The following sections describe experiments, data sets, method of
quantification of performance and the method for inducing synthetic
anatomical variation in images. The results are presented in and discussed in section 5.
4.1

experiments

Four experiments are conducted.
Experiment 1 registers original data sets using affine initialization and
groupwise registration and sets the baseline for groupwise registration performance. Also studies the effect of affine initialization.
Experiment 2 registers original data sets using 3D PGM initialization
and groupwise registration. Studies the effect of 3D PGM initialization and the effect of including affine initialization before
3D PGMs.
Experiment 3 registers synthetically generated data sets using affine
initialization and groupwise registration and sets the baseline
for registration performance in extreme cases. Studies the effect
of affine initialization in extreme cases.
Experiment 4 registers synthetically generated data sets using 3D PGM
initialization and groupwise registration. Studies the effect of
3D PGM initialization in extreme cases.
Experiments are performed on one core of a 2.66Ghz Intel Core i7
CPU with 8GB RAM. Due to the limited amount of RAM, experiments are conducted on only 4 images from each data set. The keypoint detector and experiment bookkeeping is implemented in Matlab. The 3D PGM algorithm is implemented in C++.
4.2

data

Sample images and associated manual segmentations are given in
figure 13. The medical data sets used in this work are following.
cmamri T1-weighted MRIs of the head from 18 healthy subjects. Evaluated using manual segmentations of white matter, grey matter
and the brain stem. Images and manual segmentations were
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kindly provided by Timothy Cootes of the University of Manchester. Heads rarely need initialization since they are topologically simple, rigid structures and is considered a well-posed
data set. A multi-resolution approach is often sufficiently able
to cope with pose differences and so this is considered a wellposed data set.
kneemri T2-weighted MRIs of the knees from 11 arthritic subjects.
Evaluated using manual segmentations of femur and tibia. Images were kindly provided by the Department of Radiology,
Frederiksberg Hospital. It is often difficult to perform inter-subject
registration of knees because the amount of fat varies greatly
between subjects. Using a T2-weighted MR sequence only complicates the data set since his sequence highlights fat.
heelpadmri T1-weighted MRIs of heel pads from 7 healthy subjects.
Evaluated using manual segmentations of cuboid and calcaneus.
Images were kindly provided by the Department of Radiology,
Frederiksberg Hospital. The foot consists of many similar bones
but is of simple topology.
wristct CT images of wrists from 24 healthy subjects. Evaluated using segmentations of ulna, radius, lunate, scaphoid, triquetrum,
pisiform, trapezium, trapezoid, capitate and hamate bones. Images and manual segmentations were kindly provided by Xin
Cheng of the University of Manchester. The wrist is a very complicated joint consisting of many similar bones that makes initialization important. Further, CT offers less contrast between
bone and tissues compared to MRI so this is considered a difficult data set.
handmri T2-weighted MRIs of the hands from 11 subjects with rheumatoid arthritis. Evaluated using manual segmentations of the three
central metacarpals. Images were kindly provided by the Department of Radiology, Frederiksberg Hospital. This data set
is considered slightly less difficult than the CT wrist data because of the greater contrast between tissues and because it is
evaluated on the metacarpals which are of somewhat simpler
topology compared to the wrist joint.
kneemricarot T2-weighted MRIs of the knees from 50 severely osteoarthritic
subjects. Evaluated using manual segmentations of knee articular cartilage. Images and manual segmentations from the CAROT
study [80] were kindly provided by The Parker Institute, Frederiksberg Hospital. The small volume of cartilage means that
even small misalignments will cause a significant drop in DSC.
Registration is further complicated by severe pathology in these
images, e.g. osteophytes (bone spur formations) and regions of
degenerated cartilage.

4.2 data
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Figure 13: Example images from data sets and associated manual segmentations used in this work. Left column shows axial view, center column shows sagittal view and right column shows coronal view.
Name of the dataset used to identify the dataset throughout this
section is given in mono-spaced text. (a)-(c) spheres are synthetic
images used to illustrate the problem of local minima in the introduction, (d)-(f) cmamri are T1-weighted MRIs of the head, (g)(h) wristct are CT images of the wrist, (j)-(l) heelpadmri are T1weighted MRIs of the heelpad of healthy subjects, (m)-(o) kneemri
are T2-weighted MRIs of knees of Osteoarthritic patients, (p)-(r)
wristmri are T2-weighted MRIs of the wrist of healthy subjects
provided by the radiology departmant at Frederiksberg Hospital and (s)-(u) are T2-weighted MRIs of knees of severely osteoarthritic patients.

4.3 performance assessment

4.3

performance assessment

The image registration problem is ill-posed in the sense that there
is no ground truth with which to compare results. Instead, the standard approach is to manually segment anatomical structures in images and apply the found transformations to segmentations. This facilitates quantification of registration performance by measuring the
overlap of transformed binary segmentations. For this purpose, the
Dice Similarity Coefficient (DSC) is used. The DSC is defined on the
interval [0; 1] as the ratio of joint volume to the total volume,
DSC =

2|X ∩ Y|
|X| + |Y|

(33)

For multiple images, a reference image is chosen and the mean DSC
is reported. When multiple segmented objects are present in an image
the mean DSC of corresponding objects is reported.
4.4

affine- and groupwise registration implementation

To facilitate the research on medical image registration and to simplify its application, the open source software package elastix has
been developed [55]. The elastix software has a modular design, including several optimization methods, multi-resolution schemes, interpolators, transformation models and cost functions. This allows
the user to quickly compare different registration methods in order to
select a satisfactory configuration for a specific application. transformix
was developed simultaneously with elastix and allows for the transformation found by elastix to another image. Both programs have a
command-line interfaces that enables automated processing of large
numbers of data sets by means of scripting. This feature is heavily
used throughout this work.
The software is built upon a widely used open source library for
medical image processing, the Insight Toolkit (ITK) [47]. The use of
the ITK implies that the low-level functionality (image classes, memory allocation, etc.) thoroughly tested. The library makes use of templating, operator overloading and various other fancy C++ tricks that
allows for fast execution. Executables and source code are publicly
available online under the BSD license.
In this work, a groupwise registration method implemented in
elastix based on a 4D (3D + time) free-form B-spline deformation
model is used [72]. The cost function is the sum of variances over
the 4th dimension and the optimizer is Stochastic Gradient Descent
(SGD). It is stochastic in the sense that it randomly samples a subset
of voxels in images to speed up computation. An implicit reference
frame is obtained by requiring the sum of deformations to be zero.
This eliminates the need to choose a reference image and avoid introducing bias towards any particular image when shape models are
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constructed. Four pyramid levels are used with grid spacings of 8mm,
4mm, 2mm and 1mm respectively. 2nd order B-Spline interpolation is
used during registration and final image is sampled using 3rd order
B-Spline interpolation. All other parameters and settings are either
estimated from data automatically by elastix or are kept at their
default values.
Affine initialization is obtained in straightforward, pair-wise fashion [55] using the median image as the fixed image. The cost function
is the sum of squared distances between intensity values and the optimizer is also SGD. Four pyramid levels are used with grid spacings
of 8mm, 4mm, 2mm and 1mm respectively. 0th order B-Spline interpolation is used to warp binary segmentations.
4.5
4.5.1

generating synthetic anatomical variation
Method

A shape model is employed to learn anatomical variation from original data to construct synthetic images. The aim is to quantify the
performance of the proposed method in extreme cases at user-defined
levels noise. Specifically, images are registered using the elastix nonrigid groupwise registration method and the keypoint detector is applied to the resulting mean image. The shape model is constructed
from points propagated back to the original images using the inverse
transform and thus captures the natural anatomical variation in the
data. Significant pose differences can be obtained by synthesising a
large amount of variation.
Note that the groupwise registration method may not obtain perfect correspondences since no initialization is used. Nonetheless, it is
able to capture a sufficient level of variation for the purpose of inducing synthetic anatomical variation. The remainder of the paragraph
outlines shape model formulation.
4.5.1.1 Mathematical Formulation
A classical statistical method of describing variation in data is the linear orthogonal transformation; Principal Component Analysis (PCA).
PCA forms the basis for many algorithms, including ASMs and AAMs.
PCA projects feature vectors into a subspace spanned by the most significant eigendirections in the data space. Each principal component
is a linear combination of the original variables. In essence, vectors
are rotated around their mean such that the greatest variance by any
projection of the data comes to lie on the first principal component,
the second greatest variance on the second component, and so on.
This facilitates modelling of shape variation. Conceptually, PCA is
used here construct a subspace of anatomical variation in the original
images.

4.5 generating synthetic anatomical variation

For each image in a data set, the coordinates of associated keypoints are concatenated into a shape vector ~x,
x = [x1 , y1 , z1 , . . . , xn , yn , zn ]

(34)

Each vector is 3n-dimensional. The PCA is performed as an eigenanalysis of the covariance matrix of shape vectors. The Maximum
Likelihood (ML) estimate of the covariance matrix Σ is given by
1 X
(xi − x̄)(xi − x̄)
N−1
N

Σ=

(35)

i=1

where x̄ is the mean shape estimated as
1 X
xi
N
N

x̄ =

(36)

i=1

and −1 in the denominator in (34) stems from the one degree of freedom used to calculate the mean shape. The principal directions of
variation in the data space is now described by the eigendecomposition of the covariance matrix C,
CΦ = ΦΛ

(37)

where the columns Φ are eigenvectors of the covariance matrix,


Φ = φT1 ...φTm
(38)
and Λ is the diagonal matrix of corresponding eigenvalues,


λ1


..

Λ=
.


λm

(39)

A synthetic image can the be generated at η times the level of variation in original images by deforming the mean image with a shape
given by the following equation,
√
x = x̄ + ηΦ Λr
(40)
where r is a vector containing Normal and Independently Distributed
√
(NID) random numbers of mean 0 and standard deviation 1 and Λ
is the matrix of square roots of eigenvalues. This is more convenient
rather than the eigenvalues themselves, since the sqaure root of the
variance, i.e. the standard deviation, is in units of original data. Equation (40) facilitates generation of synthetic datasets at user-specified
levels of noise.
Figure 14 on page 53 shows the first three modes of variation in a
data set of T1-weighted MR images of heads. Eigenvectors explaining
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up to 95% of variation is retained and the rest is discarded as noise.
Thus to retain p percent of the combined variation in the training set,
t modes can be chosen satisfying:
t
X
i=1

p X
λi
100
n

λi >

(41)

i=1

This step basically is a regularization of the solution space.
Shapes are usually aligned prior to application of PCA using Generalized Procrustes Analysis (GPA), e.g. [GPA], in order to obtain a
more compact model and thus a more compact search space for the
benefit of fx. ASMs and AAMs optimizers. In these experiments however, the shape model is used to induce noise so it is not neccessarily
desirable to align images using GPA which effectively removes degrees of freedom from data. While this approach leads to a less compact model, it facilitates a unified model of variation which is simpler
to control in an experimental setting than fx. a model of affine variations plus a model of pure shape variation. Note that the first few
principal components will therefore tend to govern affine variations.

4.5 generating synthetic anatomical variation

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

Figure 14: First three eigenmodes of variation for 18 T1-weighted MR images of heads. The first row (a)-(c) corresponds to the first eigenmode of variation, the second row (d)-(f) to the second mode
of variation and the third row (g)-(i) to the third mode of variation seen from axial, sagittal and coronal views respectively. The
green shape corresponds the mean shape, the red shape corresponds to mean shape plus one standard deviation and the blue
shape to mean shape minus one standard deviations of the associated mode of variation. The first mode of variation seems to
govern the size of the heads. The second mode seems to govern
stretching of the skull. The third mode seems to govern shape of
forehead and placement of eyes (therefore image (i) shows a slice
containing eyes as opposed to the central slice).
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Data set

Baseline

Affine

Groupwise

Affine+Groupwise

cmamri

0.69 ± 0.10

0.61 ± 0.13

0.78 ± 0.077

0.78 ±0.073

kneemri

0.56 ± 0.08

0.77 ± 0.06

0.87 ± 0.05

0.88 ±0.042

heelpadmri

0.078 ± 0.11

0.83 ± 0.04

0.90 ± 0.030

0.90 ±0.031

wristct

0.31 ± 0.21

0.34 ± 0.24

0.44 ± 0.27

0.42 ±0.26

wristmri

0.37 ± 0.18

0.67 ± 0.027

0.86 ± 0.02

0.85 ±0.0087

kneemricarot

0.0071 ± 0.011

0.12 ± 0.15

0.23 ± 0.20

0.24 ±0.20

Table 3: Experiment 1 results. DSC ± std. of affine,- groupwise- and
affine+groupwise registration of original data. Baseline denotes unregistered images.

5.1

experiment 1

This experiment studies the registration problem as it typically appears in clinical practice. Some data sets are well-behaved and some
data sets pose challenges. Table 4 shows DSC and standard deviation
of registration results and images are show in figure 15.
Almost every data set (heelpadmri being the exception) contains
only marginal pose-differences wherefore affine initialization makes
little difference to the groupwise registration approach. In some cases,
affine registration seems to perform well on its own. This is due the
simple topology of, for example, the heel. Note, however, that the segmentations of kneemri, heelpadmri and wristmri are all on bone on
the central part of the image which are precisely the kind structures
suited for affine registration. Looking at the images of registration results on figure 15, affine registration does not perform as well as the
DSC scores convey. For example, the fingers on wristmri are not as
well aligned as the scores imply.
Two data sets stand out. The wristct data set is particularly challenging due to less contrast between tissues as previously discussed.
The kneemricarot data set evaluated on knee articular cartilage which
takes up a volume orders of magnitude smaller than the bone segmentation on kneemri. Thus even small deviations between images can
cause a significant drop in DSC. While this makes segmentation of articular cartilage less suited for evaluation of registration algorithms,
it offers an example of challenges registration systems face in clinical
practice - not all biomarkers easily processed computationally.
The next experiment compares the performance of 3D PGMs to
affine initialization.

55

56

discussion and conclusion

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

(j)

(k)

(l)

(m)

(n)

(o)

(p)

(q)

(r)

(s)

(t)

(u)

(v)

(w)

(x)

Figure 15: Experiment 1 results. Affine and groupwise registration of original data. First column shows mean images before registration,
second column shows images after affine initialization, third column shows groupwise registration of images without initialization and fourth column shows groupwise registration of images
that has been initialized with an affine transform.

5.2 experiment 2

Data set

Baseline

PGM

Affine+PGM

PGM+Groupwise

cmamri

0.69 ± 0.10

0.41 ± 0.16

0.50 ± 0.12

0.76 ± 0.076

Affine+PGM+Groupwise
0.77 ±0.07

kneemri

0.56 ± 0.08

0.61 ± 0.14

0.74 ± 0.056

0.86 ± 0.043

0.87 ±0.040

heelpadmri

0.078 ± 0.11

0.26 ± 0.20

0.58 ± 0.15

0.84 ± 0.039

0.88 ±0.036

wristct

0.31 ± 0.21

0.28 ± 0.21

0.22 ± 0.19

0.42 ± 0.24

0.38 ±0.24

wristmri

0.37 ± 0.18

0.36 ± 0.15

0.54 ± 0.33

0.84 ± 0.01

0.83 ±0.002

kneemricarot

0.0071 ± 0.011

0.0014 ± 0.0034

0.045 ± 0.092

0.22 ± 0.19

0.218 ±0.19

Table 4: Experiment 2 results. DSC ± std. of 3D PGM-, affine+3D PGM-,
3D PGM+groupwise- and affine+3D PGM+groupwise registration
of original data. The baseline is the same as in experiment 1 and
included here for convenience.

5.2

experiment 2

This experiment examines the performance of 3D PGMs on typical
data sets as they would appear in clinical practice. Table 4 shows
DSC and standard deviation of registration and images are shown in
figure 15. Comparison with affine initialization is showed in figure
16.
On its own 3D PGM initialization performs significantly worse than
affine initialization and actually induce additional pose differences in
the data. This is of course very undesirable for an algorithm that was
developed with robustness in mind. A combination of two issues is
suspected to be the root of the problem: (i) the capture range of the
model is defined by the size of the match candidate neighborhoods
and the resolution of the match candidate grid and (ii) the algorithm
does not have a mechanism for allowing missing nodes. The algorithm may then choose spurious match candidates, for example, in
cases where translation and scale differences make meaningful correspondences harder to find. Large grid spacing between match candidates are dictated by the computation complexity of the model on
coarse pyramid levels which may limit the amount of good match
candidates. The is even more problematic in the case of groupwise
registration where a keypoint may have meaningful correspondences
on a subset of images that cause the keypoint to be selected for the
final model even though correspondences are not meaningful on all
images. An initial affine registration mitigates parts of these issues
as shown by table 4. For the rest of the experiments, 3D PGMs will
therefore be initialized with an affine transformation.
Looking at results after groupwise registration, there seem to be
no significant differences in including PGM in the initialization procedure. If any, the results obtained using affine+groupwise is slightly
better than when using affine+3D PGM+groupwise registration. The
groupwise registration procedure is able to compensate for most if
not all of the variation induced by the 3D PGMs.
The experiment shows that no benefit is gained from applying 3D
PGMs in its current form to well-posed images. The next experiments
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investigate whether 3D PGMs can help the groupwise registration
procedure in cases of extreme pose differences where affine initialization is insufficient on its own.

5.2 experiment 2

(a) Affine vs 3D PGM. The linear regression coefficients are y = 0.54x + 0.04 and
shows a clear tendency for affine registration to be superior to 3D PGMs in their
current form.

(b) Affine+Groupwise from experiment 1 vs 3D PGM+Groupwise. The linear regression coefficients are y = 0.98x + 0.01 and shows tendency for differences
between the two approaches.

Figure 16: Experiment 2. DSC scores and error bars of affine initialization
plotted against 3D PGM initialization. Error bars denote the one
standard deviation mentioned in the table.
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Figure 17: Experiment 2 results. PGM and groupwise registration of original data. First column shows mean images before registration,
second column shows mean images after 3D PGM initialization,
third column shows mean images after 3D PGM+groupwise registration and fourth column shows mean images after affine+3D
PGM+groupwise registration.

5.3 experiment 3
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Figure 18: DSC scores of groupwise registration vs affine+groupwise registration of all data sets for η = [1, 2, 3, 4]. Different levels of noise
are encoded in colors (black, red, green and blue respectively)
and different data sets are encoded in markers.

5.3

experiment 3

This experiment studies the effect of affine initialization in cases of
extreme pose differences. The experiment uses a model of anatomical
variation to induce synthetic noise in images and will serve as the
baseline for assessment performance of 3D PGMs in extreme cases
(experiment 4). Table 5 shows DSC and standard deviation of registration and images are shown in figure 20. The effect of affine initialization on minimum and maximum noise level is showed in figure
21.
For η = 1, i.e. close to the amount of anatomical variation in original images, an extra initialization step makes very little difference
on the registration result since the groupwise registration algorithm
is already initialized sufficiently close to the global optimum in the
search space. For η = 4 the registration system fails for all data sets
except cmamri. This is visualized in figure 18 where all blue data
points (η = 4) are concentrated in the area of low scores except for
cmamri denoted by the diamond marker. This may be due to the sufficiently simple topology of the head that is easily registered using
an affine transformation registration and even a non-rigid approach
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(aided by the multi-resolution setting). Registration of kneemricarot
(squares) results in low scores regardless of the level of noise as seen
from figure 18. This is because of the segmentation of small volume
of articular cartilage in addition to pose differences as previously discussed. Registration of the wristct data set fails hopelessly but this is
also the most difficult data set of them all.
It is interesting to note that the registration procedure seems to
break down on multiple data sets going from η = 3 to η = 4 and that
an extra affine initialization step does not seem to mitigate the problem. The reason may be that the groupwise registration procedure
fails, at least in part, due to the amount non-rigid variation induced
in images which no affine registration procedure is going to make up
for.
Figure 18 visualizes some of the other tendencies that have been
previously discussed in other experiments. Some data sets are wellposed and some are ill-posed. This is seen from colors (corresponding
to different data sets registered on the same noiselevel) spanning the
entire scale. Affine initialization does not seem to help the groupwise
registration approach as seen from data points being close to the unit
slope regardless of the data set and levels of noise.
From figure 21 and 18 it is evident that affine initialization slightly
improves the final registration result in some cases and slightly degrades final result in others except for η = 4 where both groupwiseand affine+groupwise registration fails hopelessly.
The table and images with results are shown on the next pages.

5.3 experiment 3

cmamri

Data set

kneemri

Data set

heelpadmri

Data set

wristct

Data set

wristmri

Data set

kneemricarot

Data set

Noise level (η)

Groupwise

Affine+Groupwise

1

0.78 ± 0.072

0.77 ± 0.074

2

0.78 ± 0.077

0.76 ± 0.076

3

0.77 ± 0.071

0.77 ± 0.077

4

0.78 ± 0.071

0.72 ± 0.083

Noise level (η)

Groupwise

Affine+Groupwise

1

0.88 ± 0.045

0.88 ± 0.041

2

0.88 ± 0.044

0.88 ± 0.043

3

0.86 ± 0.043

0.87 ± 0.044

4

0.15 ± 0.17

0.37 ± 0.19

Noise level (η)

Groupwise

Affine+Groupwise

1

0.89 ± 0.033

0.89 ± 0.034

2

0.88 ± 0.036

0.89 ± 0.030

3

0.87 ± 0.037

0.89 ± 0.036

4

0.12 ± 0.13

0.05 ± 0.06

Noise level (η)

Groupwise

Affine+Groupwise

1

0.40 ± 0.26

0.40 ± 0.27

2

0.42 ± 0.27

0.42 ± 0.26

3

0.39 ± 0.27

0.36 ± 0.26

4

0.002 ± 0.0077

0.09 ± 0.14

Noise level (η)

Groupwise

Affine+Groupwise

1

0.86 ± 0.012

0.84 ± 0.013

2

0.85 ± 0.011

0.83 ± 0.0073

3

0.83 ± 0.0067

0.84 ± 0.012

4

0.28 ± 0.43

Failed

Noise level (η)

Groupwise

Affine+Groupwise

1

0.23 ± 0.19

0.24 ± 0.21

2

0.25 ± 0.21

0.21 ± 0.18

3

0.18 ± 0.17

0.17 ± 0.18

4

0.19 ± 0.16

0.16 ± 0.16

Table 5: Experiment 3 results. Affine- and affine+groupwise registration of
synthetic data.
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(a) Groupwise vs Affine+Groupwise (noiselevel η = 1)

(b) Groupwise vs Affine+Groupwise (noiselevel η = 4)

Figure 19: Experiment 3. DSC scores and error bars of groupwise registration plotted against affine+groupwiseregistration at minimum
and maximum noiselevel. Error bars denote one standard deviation. Only five data sets are shown since registration of wristmri
failed in this case.
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Figure 20: Experiment 3 results. Affine and groupwise registration of synthetic images. First column shows mean images before registration, second column shows images after affine initialization, third
column shows groupwise registration of images without initialization and fourth column shows groupwise registration of images that has been initialized with an affine transform. For each
data set there are two rows. The first shows images for η = 1 and
the second one shows images for η = 4.
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Figure 21: DSC scores of affine+groupwise registration vs affine+3D
PGM+groupwise registration registration of all data sets for η =
[1, 2, 3, 4]. Different levels of noise are encoded in colors (black,
red, green and blue respectively) and different data sets are encoded in different markers.

5.4

experiment 4

This experiment studies the effect of including 3D PGMs during the
initialization of non-rigid groupwise registration in cases of extreme
pose differences and is the main experiment of the thesis. The experiment uses a model of anatomical variation to induce synthetic noise
in images. Table 6 shows DSC and standard deviation of registration
and images are shown in figure 22. The comparison with affine initialization on different levels of noise from experiment 3 is shown in
21.
For data sets of simple structures there seem to be no significant difference in including 3D PGMs in the registration procedure. Since 3D
PGMs was shown to sometimes induce additional pose differences
in images in experiment 3, 3D PGMs should not be used on images
where the standard affine approach is adequate. 3D PGMs improve
registration over affine initialization in 2 out of 23 cases. However,
while the improvement is significant these data points may very well
be considered outliers. Each score is based on registration of only four
images so one cannot rule out that this is due to statistical fluctuations
in induced anatomical noise.
This experiment highlights the concept of "no free lunch", i.e. there
rarely is a single best approach able to deal with cases of all difficulties. A user would need to apply his or her expert knowledge in
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the design of the registration procedure for a given data set and decide which method of initialization should be used depending on the
images of interest.

5.4 experiment 4

cmamri

Data set

kneemri

Data set

heelpadmri

Data set

wristct

Data set

wristmri

Data set

kneemricarot

Data set

Noise level (η)

Affine+PGM+Groupwise

1

0.76 ± 0.067

2

0.73 ± 0.072

3

0.75 ± 0.066

4

0.69 ± 0.010

Noise level (η)

Affine+PGM+Groupwise

1

0.87 ± 0.044

2

0.86 ± 0.054

3

0.85 ± 0.010

4

0.86 ± 0.050

Noise level (η)

Affine+PGM+Groupwise

1

0.84 ± 0.060

2

0.88 ± 0.034

3

0.87 ± 0.035

4

Failed

Noise level (η)

Affine+PGM+Groupwise

1

0.34 ± 0.26

2

0.46 ± 0.25

3

0.15 ± 0.23

4

0.39 ± 0.25

Noise level (η)

Affine+PGM+Groupwise

1

0.83 ± 0.017

2

0.83 ± 0.019

3

0.82 ± 0.019

4

0.11 ± 0.010

Noise level (η)

Affine+PGM+Groupwise

1

0.23 ± 0.18

2

0.16 ± 0.16

3

0.063 ± 0.066

4

0.070 ± 0.11

Table 6: Experiment 4 results. PGM and affine+pgm+groupwise registration
of synthetic data.
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Figure 22: Experiment 4 results. Affine+PGM+groupwise registration of
synthetic images. First column shows mean images before registration with η = 1, second column shows images after registration with η = 1, third column shows mean images images before
registration using η = 4 and fourth column shows mean images
after registration using η = 4. Images of affine+groupwise registration is given in figure 20.

5.5 discussion

5.5

discussion

The method did not improve registration in the majority of cases and
will need further development before it can be considered applicable.
As with any field, expert knowledge is essential in the design of medical image processing system where different anatomical structures
benefit from different algorithmic approaches. In some extreme cases,
a user may find use for 3D PGMs and in other (most) cases a simple
affine transform is sufficient. In any case results should be carefully
examined. On well-posed data sets the 3D PGM approach offers no
benefit in its curent form.
The proposed method seems to suffer from the following problems.
Computational complexity. The computational complexity of the optimization problem can be approximated by O(Ngen Nind NI nK3 )
where Ngen and Nind is the number of generations and individuals used by the genetic algorithm respecively, NI is the
number of images, m is the number of vertices (parts) in the
model and K is the number of edges to each vertice. Although
the computational efficiency of the system can be improved by
reducing n and K this may also reduce the accuracy of the registration. Also, the large number of keypoints in images dictates
reasonably large Ngen and Nind to cover a sufficient size of the
search space. A faster system would require a keypoint detector
yielding fewer keypoints or a method of ranking the utility of
keypoints and then use the subset of the best ones.
The computational burden of computing spin images in the
neighborhoods of thousands of keypoints in all images in the
population is huge even when rotational degrees of freedom has
been removed. A significant amount time (about 5 minutes) is
used to compute spin images for each image before the genetic
algorithm optimization can commence. Registering a group of
images takes roughly two hours depending on the number of
images in the population.
Seperate models in a pyramid. Information gained in one level of a pyramid is only relayed to the following level by the warped images. Much of the information, such as geometrical constraints,
is discarded and the model building process starts from scratch.
It may be beneficial to initialize a model with the information
gained on coarser scale.
Difficult choices of n and α. Good values for n and α can vary between
data sets and mean the difference between success and hopeless
failure. Exploring good values for n and α required repeating
experiments on every data set which is not desirable given the
computational complexity. Zhang et al. developed a method
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for automatic estimation of m using a voting-based approach
instead of a genetic algorithm. In this scheme, many models
are build from random subset of keypoints and keypoints are
assigned a vote from each model that is proportional to the
utility of the model (see algorithm 1). The assumption is that
good keypoints will receive votes from good models and vice
versa. This methodology outperformed the optimization-based
approach employed in this work and if time permitted it would
have been interesting to study if the same was true for 3D.
Limitation of a single model. The performance of the system only depends on the quality of the final model in each level of the pyramid. However, many factors influence the utility of a model:
(i) keypoint quality, i.e. bad keypoints may lead to spurious
matches, (ii) the cost function (5), i.e. the Gaussian distribution
may not be sufficient to capture the large shape variations of
the object, (iii) the optimization-based approach, i.e. the genetic
algorithm may end up in a local minima. As a result, it is very
unlikely for a single model to deal well with the whole set of
images. A scheme for multi-model initialization developed by
Zhang et al. could be applied to 3D PGMs but this was beyond
the scope of this work.
Semi-groupwise approach. The method is not a true groupwise approach
in the purest sense since images are registered to a reference
image as opposed to, for example, the groupwise non-rigid registration algorithm. If time permitted, a cost measure similar to
this could have been developed.
Few registered images. As previously discussed, the amount of available RAM available to the groupwise registration procedure
only allowed four images from each data set to be registered.
Ideally, many more images would have been used in the registration procedure.
5.6

conclusion

We have described an automatic system for initialization of groupwisenonrigid registration methods using Parts+Geometry models in 3D.
The model assumes no domain knowledge of the object of interest
and is fully automatic. We did not seek perfect correspondences - just
enough good ones to sufficiently align images for subsequent volumetric registration. However, experiments show that 3D PGMs does
not outperform earlier standard affine initialization and should not be
applied in its current form. The 3D model building process include
extra degrees of freedom and a higher-dimensional solution space
which the design of the 3D extension was not able to accomodate.
The potential benefit of 3D PGMs cannot be completely dismissed,

5.6 conclusion

however. With more development and application-specific tuning of
parameters, the 3D PGM may be a viable for some data sets.
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